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Abstract: Machines with huge computational power have become gradually 
affordable even for researchers of the universities in Hungary. In the 
summer of 2009 Széchenyi University also obtained a modern blade server. 
Using this machine we have solved several problems, these have given us a 
broad spectrum survey on the benefits and complications that come from 
performing concurrency in practice. After a short general introduction the 
machine of the university is presented in this paper (hardware, access, 
environment of execution), followed by the classic laws of multiprocessing 
systems. We present and examine several interesting problems afterwards. 
We show, that classic theorems are applicable in the case of problems with 
properly big computational- and properly low communication costs. Based 
on empiric argumentation we propose an amendment to Amdahl’s laws to 
consider initialization time in multiprocessing systems. Additional effects 
of the multiprocessing environment are presented in the second part of the 
article. 

Keywords: Supercomputers, MPI, PBS, Amdahl’s law 

1. Introduction, basic notions  

1.1. Supercomputers  

Some concepts in Informatics are interesting even for people with modest interest in this 
field, and some are even considered mystical. The “supercomputer” is definitely one, 
because of the high-tech applied or the extremely costly construction, for example.  

The appearance of modern supercomputers is the result of a long development. Picking 
supercomputers from certain eras and comparing their computational powers, a clear 
picture can be drawn on this evolution. (Table 1., [1])1  

                                                           
1 Here “Flops” is the abbreviation of floating point operation per second, which is a standard measure of 
computational power. 
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Table 1. Evolution of supercomputers  

Computer’s name Delivery time Max. computational power (Flops)  
ENIAC 1946 500  
IBM 704 1955 40 000  
CDC 6600 1966 3 000 000 
Cray 1 1976 250 000 000 
Cray 2  1985 3 900 000 000 
Intel ACSI Red  1997 1 300 000 000 000  
IBM Roadrunner 2008-09 1 100 000 000 000 000  

Behind this fascinating improvement there is indeed the most amazing development of 
the technology. The most substantial parts of it are the following: 

• Miniaturization – there were more and more transistors integrated in each 
processor. For example, in case of PC-s the number of built-in transistors is 
doubled roughly every two years; from 30.000 (8088, 1979) it is increased up to 
approximately 300 million (Pentium D, 2005).  

• Efficient solutions for multiprocessor architectures. The initial SIMD type 
machines were followed by MIMD type ones. Within MIMD, the first systems to 
handle relatively few processors were followed by advanced architectures (e.g. 
NUMA, hybrid systems), that had efficient memory access. Communication 
between units – e.g. among (a groups of) processors – were successfully 
accelerated to a great extent. Here we can discover a variety of ideas, from the 
theoretical investigation of network topologies to the development of infiniband 
connection2.  

• Changing over to multicore processors – several processor cores were integrated 
in each chip. Comparing with the traditional unicore solution, power and space 
consumptions were clearly reduced, making this solution more cost effective. 
Although the technology would allow the integration of even several hundred 
cores theoretically, the dominant manufacturers nowadays construct processors 
with 2, 3 or 4 cores. In the near future, gradual growing of the number of cores is 
expected.  

The development trends briefly mentioned here are among the favorite topics in 
architecture curses in a more detailed fashion [2].  

Generally, we can say that a supercomputer is a machine which is in the given era on 
the top of information technology. The top500 list is widely known, on which the best 
500 supercomputers (according to computational power) of the world [3] are published. 
Following the rigorous interpretation (only) these are supercomputers. However, 
employing a less strict notion, nowadays machines of at least 1 Teraflops in 
computational power can be considered as supercomputers. 

                                                           
2 We note here that a modern supercomputer is often a computer cluster, i.e. a group of tightly coupled 
computers which can be considered in many regards as one “big” computer.  
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1.2. Blade server at Széchenyi University  

In the summer of 2009 Széchenyi University also obtained a modern blade server. 
Nowadays this is one of the most powerful engineering, scientific configurations in 
Hungary. Although we can not assert that this machine belongs to the most significant 
supercomputers on a word scale3, on the basis of its computational power this machine 
can be considered as a real supercomputer.  

This machine consists of 13 servers which are incorporated in a house of type HP c3000 
[4]. One of the servers is prominent (the head node) its job is the control of the cluster, 
i.e. it runs the resource management software (PBS system, see below) which 
distributes the tasks appropriately and collects the results. The calculations are executed 
on the other servers (compute nodes). The compute nodes are positioned two by two in 
blade servers of type HP BL2×220c (6 pieces altogether) the blade containing the head 
node is of type BL260c, and the system includes also a container-blade of type SB40c 
which contains 6 fast 146 GB SAS disks.  

The head node and the compute nodes equally contain 2-2 quad core Intel Xeon 5400 
type processor with 3 GHz frequency; thus, the system altogether contains 26 
processors and 104 cores. Because of the reasons mentioned above we can use only 96 
cores for our computations (on compute nodes).  

 
Figure 1. The blade server of Széchenyi University  

The rapid connection among the servers (which is indispensable for effective 
calculations) is ensured beside the traditional Ethernet connection (1 Gbps) with quick 
infiniband switch (2×20 Gbps).  

To compute nodes join 16 GB memory each, the total memory integrated into the 
system is 208 GB. The primary storages are the above mentioned SAS disks, besides 

                                                           
3 According to the available former data it could have got into the top 500 list of the world’s best 
supercomputers roughly 5-6 years ago.  



Vol. 3. No. 1. 2010 Acta Technica Jaurinensis 

114 

this every compute node contains one 250 GB SATA drive (to store the temporary 
results of the computations), and the head node also includes even two of the same kind. 
Thus, the aggregate theoretical storage capacity is now 4.3 Terabytes, however, because 
of the safety technologies applied (mirroring, redundancy) we can use practically only 
about 3.9 Terabytes.  

The cluster has theoretically 1,248 Teraflops computational power. Comparing this with 
the 4-70 Gigaflops power of a modern 2-4 core PC, we can conclude that the difference 
is roughly 17-300-times. Taking this fact into account, it can be really surprising for the 
external observer the relatively small dimension and power consumption of the 
machine.  

1.3. Amdahl’s law and its variants  

G. M. Amdahl was the first, who published a general observation about the theoretical 
limits of the computations executed on multiprocessing architectures (1967, [5]) which 
remark was later named as Amdahl’s law.  

The assertion of Amdahl’s law is the following: if an f part of a computation can be 
sped up parallel with a factor m, and the remaining part cannot be accelerated any more, 
then the non-acceleratable part will be quickly dominant in the total output, and any 
further improvement in the part f will have only little effect.  

The same assertion using a formula:  

 
)/(1

1SpeedupAmdahl mff +−
=  (1) 

where f is the parallelizable part and m is the number of processors.  

If m → ∞, then the we get for the speedup the following (ideal) upper bound:  

 
f−

→
1

1Speedup Amdahl
 (2) 

The data-amount does not appear directly in the assertion of Amdahl’s law, because we 
have to execute a given problem i.e. a given number of calculation, sequentially and 
concurrently, respectively. Thus, the total amount of calculations does not change even 
in a multiprocessing system. We called this as a “fixed-size speedup” model.  

If the fix workload to be performed is called by w, then the speedup factor can be 
written in the following form, too:  

 
w
w

for  timeexecution  parallel
 for  timeexecution  sequentialSpeedup FS =  (3) 

If the problem can be parallelized completely (or almost completely), then using m 
processors an m-times speedup is expectable.  

With the appearance of machines with good computation power several 
deficiencies/limits of the Amdahl model came to light slowly. These limits derive from 
the fact that this model examines the execution of a fixed-size task. In many cases the 
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problem can be such type that it is not necessary or it is not possible to solve it 
completely. However, it is interesting even in these cases that in a given time with a 
given computational capacity how far we can get with the solution. Generally, not only 
the number of processors is important to estimate the parallel execution time, but we 
have to take into account even the possibilities of enlargement and effects of the 
workload (scalability).  

Based on this realization, J. L. Gustafson published a new speedup formula in 1988 
(fixed-time speedup model, [6]).  

Let w be the workload which we can execute in a given time sequentially, i.e. with one 
processor. Let w’ be the workload which we can execute in the same time using the 
concurrent architecture, with m processors. Then  

 
 'for  timeexecution  parallel

'for  timeexecution  sequential
for  timeexecution  sequential

'for  timeexecution  sequentialSpeedupFT w
w

w
w

==  (4) 

Expanding this formula we get the following result:  

 Speedup FT = (1 – f) + mf. (5) 

Gustafson’s law suggests that is it worthwhile constructing large parallel systems. The 
speedup grows proportionally with the size of the system, thus, for suitably large 
problems the system can be exploited well in fact.  

With further development of architectures the deficiencies of this model became 
increasingly obtrusive. The theoretically possible expansion cannot be reached because 
of some physical constraints. Such can be e.g. the bound of memory-access which is 
described lately as the “memory-bounded speedup” model [7]. However, this model 
belongs not tightly to the scope of this paper; thus, here we omit the details.  

There is a need of clarification here concerning arbitrary units of calculation. On the 
hardware level chips installed into the CPU-socket of the motherboard are commonly 
called processors. However, as we mentioned above, recent developments integrated 
several processing units into these chips, making each unit capable of executing code 
separately. These units are called processor-cores or simply cores. Later on we will use 
the notion processor and core as presented here. Also, by running on a certain number 
of cores we mean that we will start one process for each core.  

1.4. What is our goal now?  

The aim of this paper can be summarized in three points, as follows.  

• The presentation of important notions and theoretical laws connected to the 
machines with large computational power (section 1, see above).  

• The presentation of typical programming environment of these machines; and to 
overview the runtime system and methods for measuring the execution time, 
focusing on our blade server, specially (section 2.).  

• The presentation of specific examples and measured results. In this part we 
analyze – taking up the blade server of the University to work – how the 
theoretical laws presented above are satisfied in the case of our examples 
(section 3 and second part).  
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The problems presented here were selected from the ones solved by us in such a way that 
those should be not only interesting, but also useful for the motivated reader, and should 
demonstrate the possibilities of real parallelization well. It was also important that the 
computational cost of the exercises be big enough to exploit the capacities of the cluster in 
all detail. Results were used here for verification foremost, besides this we dealt with 
effectiveness examinations too, but in this paper this respect was not the primary one.  

It is important to underline yet that our programs are custom-built, so, this paper is not 
about the installation and execution experiences of various factory-made software.  

Before we start to explain the exercises the runtime system and methods for measuring 
the execution time will be presented.  

2. Programming environment  

2.1. Message Passing Interface  

Programming the multiprocessing systems needs a method greatly different from the 
traditional uniprocessor machines.  

Surveying the history of parallel computing we can state – although the many benefits 
of this type of problem-solving were theoretically always clear comparing with the 
traditional, non-concurrent approach – that its real spreading and popularity was often 
significantly limited by the lack of adequate software support. This problem arose 
particularly sharply in the beginning of the 90s, by the time supercomputer prices had 
become more reasonable, and the smaller machines connected in networks – through 
their total computational power – become able to solve harder computational tasks, 
respectively.  

At this time the demand appeared for such an efficient, portable programming 
recommendation with good expressive power which applies the popular message-
passing model and fits well both types of parallel architectures mentioned above. The 
communication protocol called MPI (Message Passing Interface) was created which 
comprised luckily the good features of the existing systems and conformed to the goals 
set, so, it became very popular among the programmers of distributed systems soon, 
moreover, it turned into a kind of standard in fact.  

The MPI implementations consist of collections of routines which support frequently 
environments in Fortran, C and C++ (recently even Java).  

The two most successful “standards” are MPI 1.2 (often: MPI 1, 1994) and MPI 2.1 
(often: MPI 2, 1996). MPI 1 supported basically a static programming environment 
contrary to MPI 2, in which new dynamic possibilities were built in (e.g. parallel I/O, 
dynamic process management), conforming to newer demand.  

Major grouping of the MPI functions are as follows:  

• Functions for point-to-point communication and data-exchange (between nodes);  
• Synchronization functions;  
• Functions which combine the results of partial computations.  

A simple, “minimalist” MPI can be constructed even from a few functions (Table 2.).  
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Table 2. “Minimalist” MPI, based on language C, without detailing the parameters  

MPI function Activity/Job 
MPI_Init Initialization  
MPI_Comm_size Get number of ranks (tasks)  
MPI_Comm_rank Get own rank id 
MPI_Send Send a message 
MPI_Recv Receive a message 
MPI_Bcast Send a message to all at once 
MPI_Reduce Reduction operator 
MPI_Finalize End MPI  

We will present a piece of code within the discussion of the first problem, which gives 
an example of using these functions. 

For a further, more detailed introduction to MPI programming, see: [8] and [9]. 

2.2. Environment of execution on the blade server 

PBS Professional (Portable Batch System) [10] is installed on the server, and is used to 
queue executions4.  

Due to reasons of security and efficiency, users can log in solely on the head node to 
issue execution on the cluster. It is possible to compile the code here, if needed, and to 
queue for execution via PBS. Our codes were compiled using MVAPICH2 version 1.2, 
which is an implementation of the MPI2 standard. Most MPI implementations use the 
command mpicc in place of the standard gcc. We compiled with the command: 

mpicc -O2 -funroll-loops <source_code>.c -o <executable> 

In order to run under PBS, it is advisable to use a script to include running parameters 
and the programs to execute. We include the script qn-pbs.sh for the N-queen-problem we 
will present next. The script is heavily simplified to help understanding, but will work, 
if used. 

#!/bin/sh 
#PBS -N nqueen  # job name 
#PBS -m ae  # mail to user on abort and exit 
#PBS -q workq # working queue name 
cd $PBS_O_WORKDIR  # working directory 
# $PBS_NODEFILE is the nodefile for this job 
NNODES=`uniq $PBS_NODEFILE | wc -l̀   # number of nodes 
NPROCS=`wc -l < $PBS_NODEFILE  ̀ # number of processors 
mpdboot -f $PBS_NODEFILE -n $NNODES  # creating MPI environment 
./bench -error 0.01 mpiexec -np $NPROCS ./qn-mpi 20 | tee nq-$NPROCS.out ; 
# “qn-mpi 20” will be executed on $NPROCS CPUs at least 3 times  
# until the error of average execution time gets below 1%. 
mpdallexit # terminates MPI environment 

                                                           
4 PBS is an efficient resource management software for cluster systems. It enables monitoring of resources 
and job queuing using preset rules in order to optimize utilization.  
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Please note, that bench is a custom developed code to measure wall-clock time of the total 
execution. The command qn-mpi 20 will issue the actual calculation for board size 20. 

To submit this job for execution allocating 4 resource units of 8 cores, 8 processes per 
unit (one per core) you need to invoke qsub as follows: 

qsub –l select=4:ncpus=8:mpiprocs=8 ./qn-pbs.sh 

Please refer to the PBS manual for a more extensive description. Resources can also be 
reserved within the submitted script; alas we used a wide combination of resources, 
which proved this method a bit clumsy. We used similar scripts to queue the programs 
of the additional problems we investigated, this makes presenting these superfluous. 

2.3. Measurement method 

To test the computational power of the blade cluster several custom-made programs 
were developed and wall-clock time cost of sequential and parallel solutions were 
measured. Parallel runs were submitted to typical configurations of 2 to 80 cores. Please 
note the denomination as follows: one node is the actual computer within the cluster. 

As we mentioned previously, the blade cluster consists of a head node and 12 slave 
nodes. All nodes have two processor sockets on the motherboard, so we have a total of 
26 processors. Every processor has four cores, which can work separately, but shares 
some resources, like cache, memory bandwidth and RAM. So this cluster is a 12+1 
node, 24+2 processor, 96+8 core system. In this multiprocessing environment each core 
can handle several processes, though less efficiently.  

So as we said we ran our program on 2 to 80 cores, this means we allocated a resource 
of some cores, and ran the same number of processes, one for each core. Alas, in this 
article the expression “running on p cores” or “running p processes” means the same. 

In order to obtain reliable data, program execution was repeated several times, up to the 
point, where the relative error of the mean time cost was below 1%, but at least 3 times. 
The error of the mean, x , is derived from the standard deviation of the measurements, 
σ, as follows: 

%
nxx

x 1mean oferror   relative <
σ

=
σ

= , 

where n is the number of executions. 

The separate program bench was developed for this purpose. Wall-clock time is 
measured using gettimeofday(), and for even more precise data new processes are started 
with vfork(). 

Benchmarks were made with all possible configurations from 2 to 8 cores within one 
node. Multinode measurements were utilizing all cores of the used nodes, so additional 
data on 16, 24, 32, 40, 48, 56, 64, 72 and 80 cores were obtained. 

3. The N-queen-problem 
The original problem comes from the regular chess board, and eight queen figures. The 
goal is to place all queens on the board, so none can strike the other. In general, you 
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must place N queens on a board of size N×N. The original puzzle was proposed by 
chess player Max Bezzel in 1848, and was generalized by mathematicians later. The 
eight-queen problem has 40 different, but only 12 unique solutions. Using board 
symmetries on the 12, the remaining 28 can be reproduced. 

Finding one solution for the problem can be achieved in linear time [11]. Counting and 
listing all possible configurations is still a hefty job, with exponential time cost. We set 
the later task as aim, whereby we put appropriate workload on the blade cluster, and 
grab the opportunity to present an example on parallel backtracking.  

3.1. Sequential and parallel solutions 

In 1972, Edsger Dijkstra used the very same problem to illustrate the power of what he 
called structured programming and the depth-first backtracking algorithm. A simple 
approach is to place the queens row by row. Having some placed, the next is set where it 
cannot strike any previous. If there are multiple possibilities, the first one is chosen. If 
there are none, the previous figure is picked up, and moved to the next valid position. If all 
the queens are placed, one configuration is found, and the next is sought with stepping 
back. The algorithm terminates, if there are no more valid positions left for the first queen 
to be placed. Some heuristics can haste this algorithm by some order of magnitude. 

 
Figure 2. The master-slave setup. As a job is finished, the slave sends back the results to 

the master, which replies with the next viable configuration encoded in id.  

Parallel implementation is the text-book example of the principle “divide and conquer”. 
After placing the first four queens, each viable branch will be walked by separate 
processes. Walk time for separate branches can differ greatly, so walking every pth 
branch is not a viable option. A feasible solution is to have a master process, that will 
have the first four queens placed, have all viable solutions sent to slave processes, which 
will do the full walk (see Figure 2). 

Let us look at the part implementing this message passing in C. The master process will 
execute: 
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typedef struct { int jno; long long ret ; } packet; // type of comm package 
packet send, recv;    // sent and recv’d 
MPI_Status status; 
 
send.jno = jobids[1];   // the first viable conf to send 
for(i=1; i<jobs + pnos; i++) 
{ 
  MPI_Recv(&recv, sizeof(packet),  // recv, from anyone 
           MPI_CHAR, MPI_ANY_SOURCE, 
           TAG_REQ, MPI_COMM_WORLD, 
           &status);   // sender rank gets in status 
 
  MPI_Send(&send, sizeof(packet),  // next job id is sent to sender 
           MPI_CHAR, status.MPI_SOURCE, 
           TAG_ACK, MPI_COMM_WORLD); 
 
  if(recv.jno) answers += recv.ret; // sum up results 
  if(i > jobs) send.jno = 0;  // if no more jobs left, send 0 
  else  send.jno = jobids[i]; // else send next job id 
} 
print_result(n, answers); 

The main loop of the slave processes: 
while(1) 
{ 
    MPI_Sendrecv(&send, sizeof(packet), // send current result, 
                 MPI_CHAR, 0, TAG_REQ, // 0 first 
                 &recv, sizeof(packet), // we get next job id 
                 MPI_CHAR, 0, TAG_ACK, 
                 MPI_COMM_WORLD, &status); 
 
    if(recv.jno==0) return;  // if got 0, no jobs left 
    send.jno  = recv.jno;  // job id copied to send package 
    send.ret  = solver(n, recv.jno); // solve current subproblem 
} 

We use an implementation by Kenji et al. [12], results for N = 24 are published herein. The 
impact on computation power due to master-slave setup is tangible in benchmark results. 

3.2. Wall-clock time cost of the implementation 

Regarding the N-queen problem, board sizes from 8×8 to 20×20 were used. Execution 
times for enumerating valid configurations are shown on Figure 3. We can observe that 
all parallel runs take at least a couple of seconds to complete, although the sequential 
code can be as fast as a few tenths of a millisecond. The straight line for bigger board 
sizes implies exponential complexity of the algorithm as the scale of the vertical axis is 
logarithmic. Execution times for the sequential and the parallel code become 
comparable only at a board size of 15-16. The advantage of the 64-core system gets 
tangible only beyond board sizes of 17. Clearly, the master-slave setup will make only 
one process work, if two are started, which makes it comparable to the sequential code. 
Note that for the smallest board sizes execution time grows with the number of 
processes. This could be caused by a hefty initialization time of the MPI.  
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Figure 3. Execution time of the N-queen problem for board sizes N = 8…20 on a semi-
log scale. The sequential and parallel runs for 2, 8 and 64 cores are shown. Dots are 

connected for better visuals. 

Figure 4. Fixed size speedup for board sizes 8, 16 and 20 are shown for various # of 
cores on log-log scale (above). The execution times for N = 20 including relevant fits on 
log-log scale (bottom, left). Execution times for N = 8 are shown including incremental 

costs for additional cores (below, right). 

Figure 4 shows fixed size speedups that include slowdown effects, as well as execution 
times for the largest and smallest board size. The enormous gap between the “speedup” 
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and “slowdown” curves on the top plot comes from the fact, that while the sequential 
execution can be finished well below a millisecond, parallel execution needs at least a 
second. As table size grows, this initialization-like time becomes negligible, as 
observable on the plot for N = 20. This confirms an Amdahl-type argument: execution 
time is inversely proportional to the number of processes, p; actually as for the master-
slave setup, to p – 1, which hints, that for a system big enough the problem can be fully 
parallelized – within the scope of the error. 

As seen on Figure 3, execution time is independent of the board size below a critical 
value, and will increase with the number of processes started. This implies a kind of 
initialization time, which we measured at N = 8. Results and fits are shown on the lower 
right plot of Figure 4. We find that creating the MPI environment costs at least ~1.2 
seconds, including ~50 ms/core for the first node, and ~20 ms/core for additional ones. 

3.3. Time cost model 

To formulate the fixed size speedup, we propose a model to describe time cost for the 
parallel algorithm depending on the number of processes, p, and board size, N. 
According to Amdahl’s model sequential execution time can be divided into parts that 
can, and parts, that cannot be parallelized – let us denote these tp and ts accordingly. 
These can only depend on the board size, as the initialization time, ti depends only on 
the number of processes. This yields the following form for the total execution time, t, 
for a master-slave type setup: 

 
1
)(

)()(),(
−

++=
p

Nt
ptNtpNt p

is
. (6) 

Using the observation, that for N small enough, execution time becomes independent of 
board size, the form above will look like: 

 crit)(),( NNptpNt i <<≈ . (7) 

This makes ti measureable indirectly, whereas t is measured directly. Using the 
following linearized form, tp and ts can be estimated, independently for all board sizes 
used: 

 )()1()()1())(),(( NtpNtpptpNt psi +−⋅=−⋅−  (8) 

Plotting the left side as a function of (p – 1), also the validity of equation (6) can be 
verified, see Figure 5. 
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Figure 5. Linearization of eq. (6) respect to eq. (8), including linear fit. Multiplication 
with p – 1 amplifies errors, some data was excluded. Different symbols mean different 

board sizes from 15 to 20. 

There are two important consequences of the figure. First, the cost function proposed in 
equation (6) holds valid. Also the linear slope obtained for ts is not significantly 
different from 0. This is due to the high relative significance level for lower, and high 
absolute measurement error for higher board sizes. 

Empirically there are two parts of the execution time. The first includes an initialization-
type time cost that depends solely on the number of processes started, and increases 
linearly with them. The second is the classical parallel part that scales inversely with the 
number of slave processes. The first one dominates for smaller board sizes, and the 
second one for larger ones. Critical board size will depend on the number of processes 
as to be shown. 

3.4. Fixed Size Speedup 

Let us calculate the fixed size speedup according to the Amdahl’s law (3). The 
numerator will hold the parallelizable part, tp(N), alone, the denominator will be t(N, p) 
expanded with equation (6), and set ts = 0: 
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There are two dominant regions to simplify the formula. The speedup is linear, if the 
board size is big enough relative to the processes started, that is:  

 )()1()(if,1SpeedupFS ptpNtp ip ⋅−>>−= . (10) 
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However, we cannot increase the number of slaves beyond any borders without severely 
crippling speedup, as: 

 )()1()(if,
)(
)(

SpeedupFS ptpNt
pt
Nt

ip
i

p ⋅−<<= . (11) 

Let us investigate the case, if the number of cores and processes is raised infinitely, as in 
the case of Amdahl’s law (2). Here equation (9) will describe speedup validly. We can 
justly assume that ∞→)( pti , as ∞→p , that means 

 ∞→→ p, as0SpeedupFS . (12) 

This find can also be formulated as follows: If parallel execution time includes a 
member that increases limitlessly with the number of processes, fixed size speedup will 
converge to zero. 

4. Discussion 
In this article we studied the wall-clock execution time of the sequential and parallel 
implementation of the presented problem. Sequential time cost varied in a broad range 
from ~0.0002 up to ~20000 seconds, which are 8 orders of magnitude. The same range 
for a 64 core 8 node system is ~3 to ~300 seconds, these are just 2 orders. Two orders 
are won at the upper end, and four are lost at the lower one. Initialization time, held 
responsible, is investigated more thoroughly. 

We make a proposition, that if the original problem is highly parallelizable in a master-
slave setup, there will be two relevant parts of the execution time cost. One is 
responsible for the parallel environment setup, we called initialization time that will 
depend on only and increase with p, the number of processes started. The other for 
actual calculations will be inversely proportional to p – 1, the number of slave 
processes. Fixed size speedup will have a form of (9), also (10) and (11) will hold. 

We also amend, that if the initialization time grows endlessly with the number of 
processes, the fixed size speedup will eventually decay to zero. Clearly this is the case, 
if any part of the time cost diverges with p. 

There are many other limiting factors in a parallel computing environment; we will 
address some of these in the second part of our article.  
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